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A good place to start a discussion of 3D UI implementation is with the coordinate
and conceptual spaces described in the first part of the book and elaborated on in
subsequent chapters. To make the transition into implementation, however, these
rather abstract constructs must be mapped into something a lot more concrete, which
in Java 3D is the scene graph. The scene graph is the backbone of the Java 3D archi-
tecture and API, and should be familiar if you have any experience with OpenInven-
tor or VRML. Because OpenGL does not use a scene graph, experience with it is
useful but not to the same degree as with the other programs.

A number of Java 3D classes will be introduced in this chapter that relate to the
3D UI spaces and Java 3D’s scene graph architecture. To help you understand the rela-
tionships, several figures are provided along the way. Another approach for following
this discussion is to point your browser at the Java 3D API specification and javadoc
documentation. This will help you to begin making the association between the
abstract concepts presented in the text and the actual classes that you will need to use
if you want to start programming in Java 3D. You can access the documentation
directly online or download it from Sun’s Java 3D homepage, which was listed in
chapter 10.
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212 CHAPTER 11 UI SPACES AND THE SCENE GRAPH

If you are so inclined, you may also want to take a look at some of the classes from
the UI framework in the next part of the book as examples of how to use the Java 3D
classes. A good place to start for seeing how the UI spaces can be implemented in the
context of an application is the j3dui.utils.app package. The SingleFrame
class is an example of how the framework’s various space classes—AppWorld, App-
View, and AppDisplay—are used in a very simple application.

11.1 3D UI SPACES
As introduced in earlier chapters, it is often convenient to describe a 3D UI in terms
of its coordinate and conceptual spaces: world, view, display, and screen. Java 3D
introduces yet another space, the universe, which is like the world space, only bigger.
Here, the Java 3D counterparts to these spaces are identified and discussed in terms of
their general role in UI development, which is illustrated in figure 11.1. The progres-
sion is from the largest and most abstract space, the universe, to the smallest and most
concrete one, the screen.

There is a bit of a chicken-and-egg dilemma here in trying to discuss the UI
spaces and their classes before presenting the Java 3D scene graph, or vice versa. Many
of the classes define the spaces, and the scene graph arranges the spaces and class
instances—the objects. Perhaps the best approach is to read through this section,
about spaces and classes, and the next one, on scene graphs, and then to come back
and re-read this section. To help bridge the two sections, figure 11.2 provides a class
hierarchy of the classes discussed in this section and the next. A complete version of
the Java 3D class hierarchy can be found at http://java.sun.com/products/java-media/
3D/collateral/j3dclass.html.

Figure 11.1 The associations between 3D UI spaces and high-level Java/

Java 3D classes
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11.1.1 The universe

In Java 3D the VirtualUniverse class defines the highest level of object aggrega-
tion. Everything that is to exist in a Java 3D scene must eventually end up connected
to a VirtualUniverse, where “everything” includes: visible objects, nonvisible
objects, such as sounds and behaviors (they need a home), and view objects, like cam-
eras floating in space. Although an application can have more than one universe, often
one is enough. If more than one universe is used it is important to note that objects
can exist only in one universe at a time and that objects can be seen only by a view
from that universe (there is no Java 3D equivalent of a wormhole between universes, at
least not yet).

As its name implies, a universe can be a big place. To help in the precise place-
ment of objects that may be located on opposite ends of the universe, literally and fig-
uratively, as might be the case in an astronomical application, Java 3D provides a
Locale class. A Locale provides a local frame of spatial reference for the objects it
contains. The Locale is positioned in the universe with high precision and the
objects in the Locale are positioned with lower and more computer-friendly preci-
sion. Unlike a universe, objects in two different locales can be seen in a single view.

The relationship between locales and universes is simple. A VirtualUniverse
contains none, one, or more Locale objects, and a Locale contains one or more
scene graphs. Scene graphs are what actually hold the universe’s objects and maintain
their spatial and conceptual relationships.

Figure 11.2 Class hierarchy of the main Java/Java 3D classes discussed in this chapter
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11.1.2 The world

In terms of UI spaces, there is no world class in Java 3D. Instead, the world is defined
by a set of closely cooperating classes. The VirtualUniverse and Locale classes
provide the world coordinate space, and the scene graph holds the objects that live in
the virtual world. So where is this elusive scene graph class? There is a SceneGraph-
Object class but it is fairly abstract and not very interesting in the context of the cur-
rent discussion. We are interested instead in one of its subclasses, the Node class.

A scene graph is a tree-like data structure built from subclasses of Node. Nodes
come in two flavors, represented by the Group and Leaf classes. As its name implies,
a Group node provides the means for grouping other Nodes. A Group node can have
none, one, or more children nodes, which themselves can be Group or Leaf nodes.
A Leaf node can have no children, but it can reference other nodes and objects for
special purposes. One of the more important leaf nodes is Shape3D, from which most
visible objects derive. Let’s hold off discussing the scene graph further until we have
accounted for all the coordinate spaces. It will be discussed and illustrated in detail in
section 11.2.

11.1.3 The view

You may recall that the view space is that portion of the world space that appears in
front of the user’s virtual eyeball. Objects placed in the view space are positioned and
manipulated relative to the view’s coordinate space, not the world’s. Because of the
nature of the Java 3D scene graph, the UI concept of a view space is defined by a set of
cooperating classes instead of a single class.

View space
The ViewPlatform class is a Leaf node that defines the view coordinate space.
Moving the ViewPlatform moves your eyeball in the virtual world, which is done
by geometrically manipulating some Group node above the ViewPlatform in the
scene graph. You’ll see more about such spatial transforms in a later section. Because
the ViewPlatform is a Leaf node, it can’t have any children (otherwise it wouldn’t
be a leaf). To add an object to the view space, you must instead add it to a Group
node above the ViewPlatform in the scene graph. To assure that the added object is
actually in the view space, and not in some intermediate space you should generally
add view objects to the same Group node to which the ViewPlatform belongs.

The next major player in the view story is the View class. It provides the logical
and spatial association between the view space and the display space. Java 3D’s view
model is rather complex because it is intended to satisfy a variety of VR display and
tracking configurations, and as such it encompasses both virtual and physical world
characteristics. Because of the relatively primitive nature of a POCS display you can
ignore—or try to ignore—most of the model. As will be discussed in part 4 of the
book, the Java 3D view model surprisingly does not seem to allow the full range of
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control over the display and view spaces described in chapter 3, which were simplified
for use in a POCS.

View model
In a View object the spatial association between the view and display space is defined
by references to PhysicalBody and PhysicalEnvironment objects as well as a
host of view policy and view parameter attributes of View. The two classes address
physical world model parameters, and their default configurations are generally ade-
quate for a POCS. The View attributes cover such matters as the type of view projec-
tion (perspective or parallel), the field of view (degree of perspective), and how to
handle display window movement and resizing. The default settings of View are gen-
erally adequate although some applications might want to make some adjustments,
such as for projection and field of view.

A more important function of the View is its role in establishing the logical asso-
ciation between view and display space. Java 3D supports the simultaneous display of
multiple views of the same world (technically, the same universe). To do this you sim-
ply add more ViewPlatform objects to the scene graph with associated View objects
and displays. Note that a View can only be associated with one ViewPlatform at a
time. A variation on the multiple-view theme is to create multiple ViewPlatform
objects as prepositioned viewpoints in the world. Then, under user or program con-
trol, a View object and its associated display can be conveniently detached from one
ViewPlatform and reattached to another. To the user this will appear as an instan-
taneous teleportation to another place in the world.

11.1.4 The display

For a POCS, the display space is the plane on which the visible contents of the view
space is projected, with or without perspective as defined by the view attributes. To
refresh your memory, the 2D display space can be thought of as living in the world at
the position of the view and facing in the direction of the view. The user sees the dis-
play as an image in a portion of the computer’s display screen. As with the view space,
objects placed in the display space (2D, or 3D projected as 2D) are positioned and
manipulated relative to the display’s coordinate space, not the world’s.

Display space
The Canvas3D class serves as the display window image, and for the most part, rep-
resents the display space. (As we saw in the previous section, View also manages a few
of the display-related characteristics.) Canvas3D is an extension of the AWT Canvas
class. As with any other AWT component it maintains window-related state informa-
tion such as its size and position on the display screen. Although we don’t have to
worry about it in a POCS, it is interesting to note that a View can have multiple
Canvas3D objects associated with it. This corresponds to a VR display system where
a large tessellated display is made up of multiple individual display elements.
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Display overlay
In an ideal world, virtual or otherwise, we’d like to maintain separate image spaces for
the projected view contents and the overlaid display contents. Such a separation
would allow world and display space objects to appear over- or underlaid with respect
to their neighbors. Unfortunately, Java 3D does not directly support such separation
of spaces, nor does it directly support image layering or display overlay.

One alternative is to interpose the Canvas3D rendering cycle and generate the
display overlay in “immediate” rendering mode, object by overlaid object. Canvas3D
provides the hooks for detecting where in its cycle the renderer is, and for drawing
an object in immediate mode through its GraphicsContext3D object. This
approach also requires the designer to explicitly transform and draw each object in
the display, sacrificing many of the benefits of using a scene graph-based architecture.
Another alternative is to use the geometry transformation tricks described in chapter
6, on Visualization. As you may recall, PDO and PWO make view and world objects,
respectively, appear as though they are overlaid in front of or underlaid behind their
fellow objects.

Each approach has advantages and disadvantages. Rendering the overlay contents
directly to Canvas3D guarantees that nothing else in the view space will be in front
of the overlay, but there are aesthetic and performance concerns regarding Java 3D’s
immediate mode rendering in general, and for world overlay in particular. Using the
geometry transform trick has definite computational advantages when world overlay
is involved but, as you may recall, special care must be taken to assure that an overlaid
object remains overlaid in all viewing conditions. For the purposes of this book, the
PDO and PWO approaches have been chosen for overlay implementation, which will
be described and demonstrated as part of the software framework in part 4.

Display picking
Canvas3D serves a central role in display-based picking operations. Display picking
involves determining over which objects in the world the mouse cursor appears.
Through Canvas3D methods you can determine the position and orientation of the
display in the world space, and account for any view perspective in the view’s projec-
tion, which affects the mouseover determination. Picking will be covered in detail later.

Display printing
Java 3D has no native capability for printing a Canvas3D display image. Instead, you
have to coerce the contents of a Canvas3D into a Java Image, and then hand it over
to an object that implements the Java Printable interface for the actual printing.
The framework class j3dui.utils.app.AppDisplay supports display image
capture, and the j3dui.utils.app.ImagePrinter class supports printing. The
use of these classes is demonstrated in the FancyApp example.
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11.1.5 The screen

Canvas3D uses the Screen3D class to define physical world model characteristics,
which include head tracker attributes in addition to display screen characteristics.
The only attributes we are interested in for a POCS are the screen’s physical size, in
meters, and its resolution, in pixels. As with the rest of the Java 3D view model, the
defaults for the physical model are adequate for a POCS.

As it turns out, Java itself provides a way to obtain the physical attributes of the
display screen; and Java’s notion of the display screen is exactly that of a POCS. Access
to the screen attributes is through the Toolkit class, specifically the getScreen-
Size() and getScreenResolution() methods. Unlike Java 3D, which assumes
a standard screen size and resolution, Java accesses the system’s understanding of its
underlying hardware, which presumably reflects the current settings for the system’s
display hardware. For this reason the framework uses Toolkit to obtain the screen
geometry instead of the canvas’ Screen3D object.

11.2 SCENE GRAPH AND MORE

The scene graph serves as a home for all objects in the virtual world. For an object to
have a presence or effect in the world, whether visible or nonvisible, it must be in a
scene graph. This includes concrete objects such as desks, jumbo jets, and chemical
plants, as well as less tangible objects such as lights, views, and behaviors. The scene
graph paradigm was well established by the time Java 3D came along. It helps both
the system and the developer to keep track of the bookkeeping involved in maintain-
ing and presenting a 3D virtual world.

11.2.1 Scene graph basics

In general terms, a scene graph is made from nodes arranged in a hierarchical par-
ent-child tree structure. The topmost nodes are called root nodes, the middle-level
nodes are called branch nodes, and the bottom most nodes are called leaf nodes.
(The structure does indeed resemble a tree, only the tree is upside down, with the
root at the top.)

The purpose of the branch nodes is to group descendant nodes related through
some common association or set of characteristics. As such, branch nodes are also called
group nodes. All branch nodes provide some form of logical grouping. Many also pro-
vide special grouping properties, such as for geometric grouping, where changes to the
group’s geometric state can affect the overall geometry of its children; and for rendering
purposes, where the group’s children can be selectively rendered or not. For example,
to keep things tidy, an office layout application may contain one group under which
all the architectural elements live—floor, walls, doors—and another group under
which all furniture objects live—desks, chairs, lamps. The architecture may be static
and not subject to user modification; but to enhance visibility, the system may need
to selectively hide a wall or two. Thus, the architecture subgraph would be constructed
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using “geometric” and “rendering” group nodes. The furniture is a different matter.
The user is meant to move it around and group it into ensembles. As such, its subgraph
would be constructed using “geometric” and “logical” group nodes.

Leaf nodes are where the substance in the virtual world resides. For visible objects,
such as a desk, leaf nodes collectively provide its geometry and the visual characteristics
of its components, such as color and shininess. Leaf nodes also provide substance to
less concrete objects. A leaf view node would define the internal view geometry and
display characteristics. A light node might define the direction, color, and size of the
lighting effect. And, a behavior node might specify the events that stimulate it and the
nature of its response to those stimuli. For example, the office door may open when
the user’s view approaches it.

In Java 3D, the ultimate root of the scene graph is the VirtualUniverse, the
branch nodes below it must be Locale objects, and the branch nodes below them
must be BranchGroup objects. BranchGroup objects have the unique distinction
of being the only group node that can be detached and re-attached in a scene graph
at run time. As such, in practical terms, BranchGroup objects serve as root nodes,
but only of a subgraph. Below the topmost BranchGroup level in the scene graph,

Figure 11.3 A scene graph is a tree-like data structure that maintains logical and spa-

tial relationships for all objects in the virtual world—concrete as well as 

abstract.
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the structure of the tree and the choice of objects to use in it are up to the discretion
of the developer. Any subclass of Group can serve as a branch node, and any subclass
of Leaf can serve as a leaf node in the tree. Also, Java 3D imposes few restrictions on
how many of a given node type is present in the tree. For example, the scene graph
can contain multiple ViewPlatform leaf nodes anywhere in the tree, which represent
multiple views of the virtual world.

11.2.2 Sharing subgraphs

Although a scene graph is frequently referred to as a tree, technically it is a directed
acyclic graph (DAG). This is important to know because it means that portions of
the scene graph can be shared by two or more Group nodes. A strict rule of Java 3D
scene graphs, however, is that a Node, regardless of its type, can have only one parent.
The mechanics for sharing a subgraph get a bit complicated in order to satisfy the
one-parent rule. To get around this restriction, Java 3D uses the Link and the
SharedGroup classes. 

A Link is a leaf node with the unique ability to reference a SharedGroup. A
SharedGroup is a group node with the unique property that it cannot have a parent
node but it can be referenced by a Link. What all this means is that in order to share

Figure 11.4 Below the topmost BranchGroup level there are few restrictions on how a Java 3D 

scene graph can be organized.
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a portion of the scene graph (a subgraph), the topmost or root node of the subgraph
must be a SharedGroup; and, the SharedGroup must be connected to the rest of
the scene graph with one or more Link nodes. This is shown in figure 11.5. In terms
of 3D UI support, subgraph sharing facilitates object linking as part of data transfer,
as indicated in the UI roadmap in table 10.1.

11.2.3 Group nodes

So far only the structural roles of Group and Leaf nodes have been discussed. Beside
providing the relational glue for the scene graph elements, Group nodes can impose
logical and spatial relationships. The more interesting ones for our needs are the
SwitchGroup and the TransformGroup.

The SwitchGroup allows some or all of its children to not be rendered, as if they
did not exist. This is useful if an object is supposed to have multiple forms that are
selected dynamically at run time. It is this quality that allows the SwitchGroup to
form the basis of the multi-shape interaction-state feedback technique, as indicated in
the UI roadmap.

The real workhorse among group nodes is the TransformGroup. The Trans-
formGroup handles geometric relationships among objects in the scene graph. Spec-
ifying a rotation in a TransformGroup has the effect of rotating its children, as a
group, and all of their descendants. The same goes for translation, scale, and any other
form of geometric transformation. The effect of nested TransformGroup objects is

Figure 11.5 Sharing a scene subgraph requires the use of special classes
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cumulative. The soul of a TransformGroup is the Transform3D class. In order to
make a TransformGroup perform you have to manipulate its Transform3D object.

11.2.4 Spatial transforms

Earlier discussion focused on how views are positioned and oriented in world space
using Group nodes. It should be clear now that the specific node in question was the
TransformGroup, where rotating some TransformGroup above the ViewPlatform
has the effect of rotating the ViewPlatform and correspondingly its view space.

The Transform3D class supports a host of geometric operations ranging from
basic translation and scale to quaternion rotation. Transform3D also provides ready
access to raw matrix manipulation, which can be handy for building complex pre-
defined geometric transformations by multiplying them together as a single
Transform3D object. The ubiquitous nature of the TransformGroup and its
Transform3D homunculus accounts for their strong showing in the UI Roadmap
table. These two classes form the basis of all interactive target object manipulation, of
which there is a lot in most 3D user interfaces. You may have noticed in the table a
third member that usually accompanies the “transform gang,” the getLocalTo-
Vworld method of Node.

A Node has the wonderful ability to divulge its position and orientation in the
world space, which it does by providing the asker with a Transform3D object. This
information can be used to re-interpret an object’s position and rotation from the local
space to that of the virtual world. Such coordinate transformation is vital to intuitive
control techniques such as DRM and WRM coordinate mapping. As is often the case
in situations involving coordinate conversions, the inverse transform, to go from world
space to that of the node’s local space, is also needed, which Transform3D ably pro-
vides with its invert method. 

11.2.5 Leaf nodes

Last but not least is the Leaf node, which provides the actual substance behind
everything in the virtual world. Leaf nodes contain geometric and other attributes
for anything that has a presence in the virtual world, such as shapes, lights, behaviors,
sounds, and even views. Of particular note for 3D UIs are the Light, Behavior,
and Sound classes, in addition to the Shape3D and ViewPlatform classes men-
tioned above. View-related classes have already been discussed; lights, shapes, behav-
iors, and sounds will be covered later.

The SceneGraphObject class was mentioned earlier. At the time we were only
interested in its Node subclass. Java 3D uses the other subclass of SceneGraph-
Object, the NodeComponent class, as the base class for defining most of a Leaf
node’s personality. For example, Shape3D leaf nodes are used to define visible objects
in the world. The Geometry and Appearance subclasses of NodeComponent are
used to respectively define the shape’s geometry and visual appearance, which includes
color, transparency, and texture.
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11.2.6 Node bounds

An interesting attribute of a node is its bounds, which is specified via one or more
component objects derived from the Bounds class. A bounds is like a geometric shell
surrounding a node that serves as an alternate and simpler form of itself. Choices for
bounds shapes, which are all subclasses of Bounds, are BoundingSphere, Bound-
ingBox, and BoundingPolytope—a convex closed polygonal hull. Common
operations performed with bounds shapes are intersecting primitive shapes and other
bounds, combining bounds, and geometrically transforming them. Because the
default for most bounds attributes is null, the developer must be careful to set the
bounds on most leaf nodes, otherwise the node won’t work—the light won’t be seen
and the sound won’t be heard.

Geometric bounds
Through inheritance from the Node class, all nodes—whether a group or a leaf—
have a geometric bounds. A geometric bounds is intended to enclose the geometric
shape of the object represented by the node and all of its descendants in the scene
graph. Java 3D uses this bounds as a surrogate for the object during spatial operations
(such as picking) to improve performance. The idea behind this use of the proxy pat-
tern is that it is more efficient to operate on a simple shape, such as a sphere or box,
than it is to operate on a complex one made of many polygons, such as a desk or
chemical factory. The tradeoff being made, however, is that spatial operations using
bounds are less precise because the bounds are only an approximation of its host
object. This is a classic struggle in computer graphics: Making the bounds fit its host
more closely improves precision but generally requires a more complex shape, which
takes more time to process.

Java 3D tries to make the use of geometric bounds convenient by allowing them
to be computed automatically, by default. The API specification is vague about setting
a bounds versus having it generated automatically. At the time of writing, there were
also several bugs in how bounds were set, retrieved, and automatically computed. For
example, no matter what shape you use to set a node’s bounds, a group node always
returns a spherical bounds and a shape node always returns a bounding box bounds,
even if automatic computation is disabled. After setting the bounds, the size returned
is not necessarily the size of the bounds that the system uses, such as for picking. And
finally disabling automatic bounds and setting them manually sometimes interferes
with picking and colliding.

Presumably the bugs will be fixed in a later release, but problems in the API will
remain. API control over when bounds are automatically generated and whether they
should override manually-set bounds seems inadequate. Also, there is no clear way to
distinguish between a bounds used as a surrogate for geometric operations and a
bounds computed automatically to determine the host node’s extent, such as for cre-
ating a bounding box feedback element.
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Bounding boxes
On the subject of bounding boxes for feedback, computing one is not easy. The scene
graph must be live, and, because of the bugs, you can’t get a bounding box from a
group node. Instead, you have to preconfigure the capability bits of the subgraph,
recursively walk it to the leaf shapes, spatially transform their automatically generated
bounding boxes, and explicitly combine the individual bounding box results into a
single composite bounding box. In the framework, this is performed by utility meth-
ods in the class j3dui.utils.BoundsUtils (scenegraph liveness and capability
bits will be discussed in section 11.3).

Collision bounds
Leaf nodes that have a geometric shape, such as a Shape3D node, as well as Group
nodes, can have a collision bounds. The documentation on it is very poor, and empir-
ical evidence about it is ambiguous. In concept, one might think that the collision
bounds would be used in colliding the same way that geometric bounds is used in
picking; and it is, sometimes. If the collision bounds is left as null (the default), then
the automatically computed geometric bounds will be used for colliding. Evidence
indicates that if the collision bounds is larger than the computed geometric bounds,
then the collision bounds will sometimes be ignored. Also, the API specification for
collision refers to geometric bounds, and not collision bounds.

Influencing bounds
Leaf nodes that produce an effect over a region of the virtual world, such as the
Light and Fog nodes, also have an influencing bounds. The bounds region serves
two purposes. It defines a region over which the node’s effect continuously decreases,
as specified by the node’s attributes, and it defines the absolute limit of the node’s
effect, which has performance benefits. By limiting the effect of a node to a given
region, the system won’t waste effort generating fog or lighting effects where they are
not needed.

Application bounds
A variation on the influencing bounds is the application bounds, which is found in
leaf nodes such as Clip and Background. Whereas the influencing bound involved
the relationship of the bounds and any world objects inside that bounds, the appli-
cation bounds only has an effect on the view. Also, the influencing bounds had a
continuous and graduated effect over its region, whereas the effect of the application
bounds is binary—off or on. For example, if the view wanders inside a background
node’s application bounds, then the node’s background image will appear in the
view’s display.
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Scheduling bounds
Yet another variation on the bounds theme is the scheduling bounds, which is associ-
ated with leaf nodes that require the system to generate an action over time, such as
Sound and Behavior. When the view enters a scheduling bounds and certain other
conditions are met, the system schedules the host node’s activity for activation, such
as playing a sound effect or making a door open automatically.

11.3 LOGISTICS AND OPTIMIZATION
Although this tour of Java 3D has been moving along rather quickly, hopefully you
are gaining a sense for the immense breadth and depth of Java 3D in general, and an
understanding of the Java 3D scene graph architecture specifically. Although most of
the discussion so far has been about the scene graph and the nature of its elements,
we’re not quite done with the scene graphs yet. Important topics that haven’t yet been
discussed are the practical aspects of handling scene graphs and dealing with their
rendering optimization.

11.3.1 Dead or alive

In order for Java 3D to render a scene graph, it has to take control of it and severely
limit the user’s access to it. This is partly because Java 3D needs to know the complete
contents of the scene graph in order to best optimize its rendering; and partly because
it is impractical to allow the user to arbitrarily alter the scene graph in the middle of
the rendering. While Java 3D has control of the scene graph, it, and by implication
each of its nodes, is said to be “live.” The corollary is that any node that is not con-
nected to a live scene graph is classified as being “dead.” Dead nodes can be manipu-
lated at will but the effect will never be seen or heard by the user.

What can be frustrating to the beginner is that a scene graph becomes live auto-
matically when it is connected to a Locale in a VirtualUniverse. Often the
beginner will add a BranchGroup to the Locale and then try to add a child node
to the BranchGroup as shown in the following code.

// setup universe
VirtualUniverse vu = new VirtualUniverse();

Locale lo = new Locale(vu);

// create world contents
BranchGroup bg = new BranchGroup();

lo.addBranchGraph(bg);                 // becomes live
bg.addChild(new BranchGroup());        // exception thrown

The result is a CapabilityNotSetException and a message saying that the
capability to append children has not been set. The problem is that the scene graph,
consisting of one BranchGroup node, becomes live when it is added to the Locale.
Once the BranchGroup is live, the user is prevented from adding a child node to it
by default.
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One way to deal with this situation is to build the scene graph first and then
attach it to the Locale. This is fine for getting started, but at some point, you will
find yourself needing to add a node or rotate a TransformGroup in a live scene
graph. You could try to kill the scene graph first by detaching it from the Locale,
and this would work if Java 3D would let you. By default, however, you can’t detach
a live scene graph—because it’s live. The way out of this Catch-22 is with capability
bits. (Or, you can just use the framework’s AppWorld class, which makes killing and
resuscitating the scene graph explicit and easy.)

11.3.2 Capability bits

The restrictions on a live scene graph are severe, and they have to be for Java 3D to
work. By default, the user is not even allowed to traverse the scene graph—ask who a
node’s parent or children are. The way to gain permission for accessing and manipu-
lating a live scene graph, such as to add a child or to change the transform in a
TransformGroup, is through capability “bits.”

Java 3D gives up control of a live scene graph grudgingly. Each required capa-
bility for each affected node has to be set with a separate call to the node’s set-
Capability method. You’re not allowed to OR them together in spite of their
being called bits. Another “gotcha” for the beginner is that capability bits can not be
set if the scene graph is already live, even to set the capability to detach the scene
graph so you can kill it.

At the time of writing, there did not seem to be an appreciable penalty for choosing
to set lots of capability bits. Hopefully this will change in the future so that some tan-
gible benefit—improved performance—can be realized from having to deal with them.

11.3.3 BranchGroup and compilation

BranchGroup nodes are conferred a special status. Only a BranchGroup can be
attached to a Locale, and only a BranchGroup can be detached from a live scene
graph and reattached—that is, assuming the right capability bits have been set on all
the affected nodes. Another privilege accorded a BranchGroup is that it can be com-
piled. Compiling a BranchGroup converts it and its descendants into an internally
formatted unit optimized for rendering. Compilation offers the potential for the high-
est performance possible in Java 3D. A drawback of compilation, however, is that a
compiled subgraph, even a dead one, must be handled similar to a live one: Access and
interaction to it are forbidden unless appropriate capability bits are first set.

The amount of speedup realized through compilation, which can range from
none to some, is dependent on the particular implementation of Java 3D and how
compilation is used. The greatest benefit will be realized from compilation if a given
subgraph is compiled and then reused as a single instance multiple times. Reports at
the time of writing indicate that the speedup may not be that significant, but this may
change with future releases as optimization of the compilation improves. Before
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investing a lot of time optimizing your scene graph with compilation or by limiting
the use of capability bits, make certain that the expected benefit is real.

11.4 SUMMARY

This tour of Java 3D started by identifying how the API supports the various coordi-
nate and conceptual UI spaces introduced earlier in the book. Java 3D’s Virtual-
Universe class and its attached scene graph provide the closest thing to the UI
world space. The view space is supported collectively by a set of classes, the two main
ones being the ViewPlatform and the View. The Canvas3D class and its host
View class closely support the display and screen spaces.

Java 3D’s backbone is its scene graph, which consists of Group and Leaf nodes
arranged in a tree-like data structure. Anything that the user is to experience, such as
shapes, sounds, and behaviors, must be in a live scene graph. The rules regarding live
access to a scene graph and node sharing are strict. The TransformGroup class is a
special form of group node that, together with the Transform3D class, forms the
basis for all spatial manipulation. Nodes also have alternate forms expressed as bounds,
which are used for functional control over a region as well as for performance. On a
practical note, it is wothwhile to invest some time understanding the need to set capa-
bility bits in order to access a live scene graph.
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